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Summary
The D4.1 deliverable provides an overview of speech data mining technology available at the
project’s partners. As D4.1 is a 
software 
deliverable, we made an overview of what is available in the
laboratories, as free software with open licenses, and as commercial products. The specific issues
pertaining to the contact center data are mentioned and plans are outlined for individual technologies.
We also show the position of BISON among other relevant European, local and international projects.
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VAD
VBS

Voice activity detector
Voice Biometry Standard (initiative)
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1.

Introduction

D4.1 is a 
software deliverable 
targeting initial speech data mining software: existing or slightly
adapted speech data miners to provide fast start of the project. This report gives links and description
of the existing software and provides also plans for further development within BISON. It is targeted
to a reader with general technical/IT background and presents basic concepts of what was and is being
done in the project. Further information can be found in the referenced papers and toolkits and the
BISON speech mining team (headed by BUT) will be happy to provide any further detailed
information. Please note that this Deliverable aims at describing the resources available within the
BISON consortium (mainly at the three speech mining R&D partners: BUT, PHO and TID), it is not
intended as an overview of all available techniques and systems.

1.1.

Speech data mining modalities

Speech data mining modalities are graphically represented in Figure 1. Mining the 
content 
from calls
involves determining “what was said” and includes automatic speech recognition (ASR, also dubbed
speechtotext, S2T, or voicetotext, V2T, in the commercial world), keyword spotting (KWS) and
spoken term detection (STD). Mining speech data for 
context 
includes the circumstances, under
which a message was produced and includes speaker recognition (SRE), language recognition (LRE)
and dialogue structure information (including diarization – determining which speaker spoke when),
as well as gender identification. One basic supporting technology  voice activity detection (VAD) 
needs to be used prior to doing any speech data mining.

Figure 1: Modalities of speech data mining

1.2.

General structure of a speech data miner

The speech data mining tools follow the standard scheme of machine learning. From the input signal,
informative 
features 
are first extracted. The usual feature extraction for speech data mining makes
use of splitting the signal into chunks (frames), computing its spectrum by Fast Fourier Transform
(FFT), and converting the spectrum into auditorylike domain (mostly Melscale). These features are
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used directly as so called filterbank outputs, or filterbank energies, or undergo discrete cosine
transform (DCT) to form Melfrequency cepstral coefficients (MFCC).
The following block produces 
numerical scores (probabilities or likelihoods). Gaussian Mixture
Models (GMM) or deep neural networks (DNN) are mostly used here. Finally, these scores are
“decoded” to provide the information requested. The 
decoding 
can range in complexity from a mere
comparison of two numbers (as it is the case for gender recognition) to complex graphsearch
procedures with additional models in ASR.

Figure 2: Structure of a speech data miner

1.3.

The data

The statistical models need to be trained on data. The data needs to be annotated (transcribed,
labeled), with the target information needed. Ranging from simple to complex, the labeling can have
many forms:
● for gender identification, the utterance must be labeled either as Male or Female.
● for voice activity detection, the labels must be timealigned with the signal and mark speech,
silence, and eventually other labels (music, noises, etc).
● for language recognition, the utterances must carry the labels of the language spoken
(Spanish, Czech, Russian, etc).
● for speaker recognition, true identities of speakers do not need to be known, but the utterances
must carry labels allowing to determine when the same speaker vs. different speaker spoke.
● finally, for speech recognition, full word transcription of speech must be provided, that
captures everything that was said. This is a very time consuming task, with usual realtime
factors (ratio of work time divided by the audio time) starting at 10 and going higher for
difficult data.
In BISON, three data sources are used:
1. standard ASR training data 
coming from organizations such as Linguistic Data Consortium
(LDC)1 or European Language Resources Association (ELRA)2. This data is generally of high
quality, the transcriptions have passed thorough checks, and there are other resources such as
pronunciation dictionary. For languages, where such data exists, their acquisition is the first
option, however, one has to take into account the pricing policy. From ELRA, the datasets are
generally quite costly, with prices reaching several 10.000s EUR. LDC offers cheaper
academic subscription (2600$/year), however, to be able to use a dataset commercially, one
has to acquire commercial license, which is costly as well.

1
2


h
ttps://www.ldc.upenn.edu/
http://elra.info/
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2. contactcenter provided data
. This is created by the CCs with their own recording facility
and their own staff (agents) that can annotate the data. This data is very valuable, as it
represents the target domain (accents, vocabulary, transmission channels). With a proper
instruction to the CC, such data can reach reasonably high quality, however, measures
(confidence levels) have to be taken in order to detect unreliably transcribed data. Also, as it
is often very difficult to transcribe fluent speech from real customers, so that many
“unintelligible speech” annotation marks are occurring. The standard practice is not to use
such sentences, which, in case of BISON, would lead to significant data losses.
3. public data with transcriptions
, for example TV news with subtitles, movies with subtitles,
transcribed parliamentary debates, etc. It is necessary to be very careful of such transcriptions,
as they are intended to human listeners, not to ASR system training. They do not contain
transcriptions of repeated or unfinished words, and often provide the sense of an utterance
rather than wordbyword transcript. Very often, the genre of such data is quite far from
spontaneous telephone calls to a CC. We also need to consider the compliance with copyright
law/applicable law.
4. public data without transcriptions  for example radio broadcasts, free video content (such
as Youtube), etc. Such data does not come with any text and it is necessary to rely on
unsupervised techniques to make it useful for ASR training. On the other hand, as there is
abundance of such data, it is possible to pick segments that are likely to be similar to the
target data, at least concerning the telephone channel. Although this data is freely available,
the copyright issues need to be dealt with as well.
For more details on the data, see detailed description in [Deliverable 3.1] and in the other forthcoming
deliverables of the “data” workpackage WP3.

2.
2.1.

Transcription and keyword spotting
Principles

The general principle of ASR is given in Figure 3.

Figure 3: Structure of a speech recognizer (ASR)
The 
acoustic model 
determines, how do speech segments match basic speech units (phonemes or
phoneme states). They need to be trained on carefully transcribed speech data. Nowadays R&D and
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market are dominated by systems based on Gaussian Mixture Models/Hidden Markov Models
(GMM/HMM) [Jelinek1999, Gales2007], with research and industry shifting to replace GMMs by
Deep Neural Networks (DNN) [Hinton2012].
The 
Language model 
models how do the words in speech follow each other, for example, giving
higher probability to
President George Bush
rather than to
President George push
Language models need to be trained on large quantities of text, preferably from the target domain.
Finally, the 
pronunciation dictionary translates the words into sequences of phoneme, for example:
dog > d oh g
. The basis for each language need to be created by hand, but the bulk of
pronunciation dictionaries can be generated by a trained grapheme to phoneme (G2P) converter.

2.1.1.

Keyword spotting

In many scenarios (such as for example “Detection of argumentation” or “Online control of
agents”,
see [Deliverable2.1]), full transcription is not needed and the customer is interested only in keywords
(in the CC domain, these can be for example product brands, competitors’ names, etc). KWS can be
done in two ways:
1. by creating a model of the target word and running it against a background model. This
approach needs acoustic models and grapheme to phonetic conversion only (and is therefore
easier to be trained), but is not very accurate especially for short keywords with high degree
of confusion to other words.
2. by running a complete ASR system and searching the keywords in its output (generally in
recognition graphs  “lattices” rather than just in 1best word strings). This requires a
complete ASR machinery, but provides better accuracy, as the output of ASR is conditioned
also by the language model, giving less weight to nonsense sequences of words.

2.2.
2.2.1.

Laboratory systems
BUT

The Brno University of Technology ASR system has been developed for almost 15 years. The efforts
started in 2002 within the European FP5 M4 project3 and continued through numerous other
initiatives until the recent IARPA Babel program.
BUT’s 
baseline GMM system 
is based on hidden Markov models (HMM) modeling crossword
tiedstates triphones; it is trained from scratch using standard maximum likelihood training. The word
transcriptions are decoded using 3gram Language Model (LM) trained only on the transcriptions of
the training data. Our features are MelPLPs [Hermansky1990] augmented with deltas, double and
tripledeltas, so that the feature vector has a dimensionality of 52. Cepstral mean and variance
normalization is applied with the means and variances estimated per conversation side.
Heteroscedastic linear discriminant analysis (HLDA) is estimated with Gaussian components as
classes to reduce the dimensionality to 39.
In the full system, we are using more advanced features generated by DNNs. The scheme of so called
Stacked BottleNeck (SBN) NN is given in Figure 4. The scheme contains two NNs: the BN outputs
from the first one are adapted (see the following paragraph), stacked over 21 frames, downsampled
3

Multimodal meeting manager, 
http://spandh.dcs.shef.ac.uk/projects/m4/index.html
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and taken as an input vector for the second NN. This second NN has again a BN layer, of which the
outputs are taken as input features for a GMM/HMM recognition system. The NN input features are
24 log Mel Filter band energies concatenated with fundamental frequency (F0) features produced by
three different estimators, the total feature vector is 37dimensional. Conversationside based mean
subtraction is applied on the speaker basis and 11 frames are stacked together. Hamming window
followed by DCT consisting of 0th to 5th base are applied on the time trajectory of each parameter
resulting in 37x6=222 coefficients at the firststage NN input. The firststage NN has four hidden
layers with 1500 units each except the BN layer. The BN layer is the third hidden layer and its size is
80 neurons. Its outputs are stacked over 21 frames (+/10) and downsampled (every 5th is taken)
before entering the secondstage NN. The secondstage NN has the same structure and sizes of hidden
layers as the first one. The size of BN layer is 30 neurons and its outputs are the final BN features for
the recognition system. Neurons in both BN layers have linear activation functions. The NN targets
are triphone states obtained by forced alignment of training data. To train the system on BottleNeck
features, the BN outputs are transformed by Maximum Likelihood Linear Transform (MLLT), which
considers HMM states as classes.

Figure 4: Stacked BottleNeck Neural Network feature extraction
The 
final laboratory GMM 
system is based on featurelevel fusion by Region Dependent Transform
(RDT) [Zhang2006]. Two feature streams — PLPHLDA (39 dimensions) and SBN features (30
dim.) — are concatenated which results in 69dimensional feature stream. Then, new models are
trained by singlepass retraining from the basic PLP system. 12 Gaussian components per state were
found to be sufficient for these features. The resulting models and PLPNN features serve as a starting
point for RDT training. In RDT framework, an ensemble of linear transformations is trained with the
discriminative Minimum Phone Error (MPE) criterion. Each transformation corresponds to one region
in feature space partitioned by a GMM. The final GMM system is trained using Minimum Phone
Error (MPE) criterion [Povey2003] on top of RDT features.

Figure 5: DNN system architecture
BUT’s 
hybrid DNNHMM system 
(figure 5) 
follows the recipe described in [Vesely2012]. DNN
input features are based on PLPs augmented with F0. These features are mean/variance normalized,
spliced by +/ 4 frames next to the central frame and projected down to 40 dimensions using linear
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discriminant analysis (LDA) and MLLT. Moreover, speaker adaptive training (SAT) is done using a
single featurespace MLLR transform estimated per speaker. These PLPCMLLR features are spliced
using context of 11 (+/ 5) frames and globally mean and variance normalized. The usual DNN
topology has 440 inputs (11x40) and 6 hidden layers where each hidden layer has 2048 neurons with
sigmoids. The hidden layers of DNN are initialized with stacked Restricted Boltzmann Machines
(RBMs) that were pretrained in a greedy layerwise fashion [Hinton2006]. After pretraining, we add
the output layer, with random weights and we perform frameclassification training (we classify
frames into triphone tiedstates). We use minibatch Stochastic Gradient Descent (SGD) to minimize
perframe crossentropy between the labels and network outputs. Finally, the seed network is
retrained by sequencediscriminative training by optimizing sMBR objective [Vesely2013IS]. This
aims to maximize expected frame accuracy of being in the correct state. The expectation is calculated
over possible state sequences represented by lattices. The reference sequences are obtained by
forcealignment to transcription.

2.2.2.

TID

The Telefónica I+D ASR systems has been developed during last couple of years. Participation in the
EU BISON project is a valuable opportunity to obtain experience, feedback and improve industrial
speech mining prototypes from both Academia and Industry perspectives.
TID’s 
baseline GMM system 
is based on the Switchboard egs/swbd/s5b recipe from Kaldi open
source software, by Arnab Ghoshal, which makes use of English corpora such as Switchboard, Fisher
(transcripts and audio) and HUB5 (transcripts and audio). Due to that fact, the original recipe has
been adapted to deal with Spanish and Catalan speech data4. The final LVCSR has the following
characteristics:
● The Language Model (LM) is trained on word transcriptions from training corpus using
3grams and KneserNey smoothing by means of the MIT Language Modeling [Bo2008].
● Pronunciation dictionary is obtained using SAGA [Llisterri1993,Moreno1998], an open
source application from UPC (Technical University of Catalonia) for Spanish phonetic
transcription, and coded using SAMPA (Speech Assessment Methods Phonetic Alphabet)5.
● Speech parameterization is based on 12 filterbank augmented with deltas and doubledeltas,
so that the feature vector has a dimensionality of 36. Cepstral mean and variance
normalization is also applied per utterance.
● Uses of GMM training based on maximum likelihood (ML) and hidden Markov models
(HMM) modeling frames into triphones tiedstates. A total of 1987 crossword triphone tied
states and 10 Gaussians per state is used.
TID’s DNN system is based in a single pass DNN system on top of filterbank features
[Vesely2013ASRU]. Previous baseline GMMHMM system is further used to produce DNN training
target labels by forcedalignment to sentence level transcription. The DNN topology comprises 7
hidden layers where each layer has 1024 neurons activated by sigmoid functions. Features are spliced
using context of +/ 10 frames, and are both shifted and rescaled in order to have zero mean and unit

4
5

Thanks to R&D collaboration with Karel Veselý from BUT.
https://www.phon.ucl.ac.uk/home/sampa/spanish.htm
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variance on the DNN input. Network is trained using Stochastic Gradient Descent (SGD) aiming to
minimize crossentropy per frame basis between labels and network outputs.
TID’s lab systems are also evolving in order to deal with scenarios with very limited resources.
TID’s G2P 
(grapheme to phoneme) 
based system [
Anguera2014
] is trained from scratch by using
audio recordings aligned with nonprofessional transcriptions, such as those from audiobooks or
parliamentary speeches. Using a byhand estimated transformation matrix, such system links target
sequences of normalized graphemes to sequences of phonemes. Phoneme sequences are produced by
an offtheshelf speech recognizer trained on a different language or using a pool of them. Dynamic
Programming (DP) is then performed for acoustic alignment following an editdistance like algorithm.
It is worth to note that previous G2P techniques may also be applied to improve ASR pronunciation
dictionaries by automatically generating word pronunciations from detected outofvocabulary words
(OOV) in CC data.

2.2.3.

Results on preBISON data

This section aims at reporting basic results on data available prior to the BISON project. It shows the
essential differences between systems trained on well represented language with abundance of
training resources and on new languages (the IARPA Babel ones were used, but we are expecting
similar behavior with BISON ones). All numbers are reported in terms of word error rate (WER).
On 
US English
, the system was trained on a subset of Fisher database concatenated with CallHome
English, Switchboard and downsampled meeting corpora (AMI, NIST and ICSI meetings). It consists
of over 1000h hours of speech. Testing was done on the Hub5 Eval01 test set, which was used during
NIST 2001 Conversational telephone speech (CTS) evaluation. It consists of 3 subsets of 20
conversations from Switchboard2 and Switchboard cellular corpora and contains more than 6 hours
of speech. The result with the BUT system is 
22.8% 
WER.
On 
Czech
, the tests were performed on data collected during a project sponsored by the Czech
Ministry of Interior: 46 hours of real telephone conversations, 19 hours of telephone conversations
extracted from radio broadcasts, 36 hours of read speech recorded over the telephone and 2 hours of
speech from emergency calls (103 hours in total) [Karafiat2010]. The testing was done on 2.2 hours of
true telephone data. The resulting WER was 
43.5% WER  poorer than English due to significantly
less training data and richer morphology of the Czech language.
It is interesting to compare these results with the ones obtained on a lowresource language from the
IARPA Babel program  
Tamil 
that was the target language for 2014 surprise evaluations. The limited
language pack (LLP) that is the Babel target condition, contains 23 hours of transcribed and 157 hours
of untranscribed data, however, only 11.9h, resp. 68.7h were extracted after the application of a VAD.
The result with the best GMM/HMM system on this data [Karafiat2014] is 
71.2% 
WER, the best
DNN hybrid system reaches 
67.7%
.
The 
Spanish 
preBison data employed in TID experiments are the Fisher Spanish63datasets and
several internal databases recorded in CC conditions, comprising transcribed telephone conversations
between (mostly native) Spanish speakers in a variety of dialects all of them from Latin America. The
Fisher Spanish corpus consists of 819 transcribed conversations on a variety of provided topics
primarily between strangers, resulting in approximately 100 hours of speech aligned at the utterance
level, with 1 million tokens. The internal CC Latin Spanish speech comprises 80 manually transcribed
6

https://catalog.ldc.upenn.edu/LDC2010S01

and 
https://catalog.ldc.upenn.edu/LDC2010T04
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phone conversations primarily between customers and representatives, resulting in approximately 20
hours of speech aligned at the utterance level, with just over 100,000 words (tokens) of transcribed
text. Thus the combined dataset features a kind of variety of dialects, topics, familiarity level and
customer contacts. The results obtained by the TID’s DNN based system trained on 90% of previous
data, both internal and Fisher datasets, achieves 
28.4% 
WER on a test subset of Fisher corpus
comprising, 10% of the total amount of available Spanish Fisher data. With respect to internal CC
data, the same trained DNN based system reaches 
46.8% WER on the 10% CC remaining subset.
Latter results suggest a poor adaptation of the ASR system to CC data likely due to weak language
models (usually trained on domain conditions and with huge amount of data).
For very limited resources experiments, all training data are harvested from public and online
resources. Audio books and parliamentary speeches from Spanish and Catalan are being collected for
such a purpose. The preBison data are the initial 20 chapters of the spoken version of the book El
Quijote by Miguel de Cervantes in Castilian Spanish, downloaded from 
[Quijote2013]
, together with
the associated text, and parliamentary speeches in Catalan downloaded from the Catalan Parliament
website [Canal2015], corresponding to two sessions (09/25/2013 and 09/26/2013). The dataset is
around 11 hours in total. TID’s G2P system results on previous data, completely trained and assessed
on online resources, reaches 
20.63% 
and 
6.59% WER [
Anguera2014
] in both Catalan and Spanish
test subsets respectively.

2.3.

Public software

KALDI7 speech recognition toolkit has become very popular and a defacto standard in speech
recognition, also thanks to BUT researchers, that have been at its origins back in 20098 . Kaldi 
nnet1
setup for DNNs was created by Karel Veselý from BUT and has since become very popular among
the community. Recipes and ready to use models are available for several training databases and, for
instance in the TID’s case, are used as a starting stage for developing ASR laboratory systems.
FreeLing9 [Car2004,Llu2012] is an open source suite of language analyzers. It was created and is
currently led by Lluís Padró as a means to make available to the community the results of the research
carried out at TALP Research Center at UPC. The distributed version includes morphological
dictionaries for several languages allowing for example PoStagging in: Spanish, Catalan, English,
French, Portuguese, Russian, … (and partial support for Czech and Slovenian). Freeling is employed
by TID prototypes to analyze common language structures in TME call center data relating them
being into parts of both personal data and/or related business information (see section 2.4.2).

2.4.
2.4.1.

Commercial software
Phonexia ASR

Phonexia’s ASR system was created in tight cooperation with the BUT team, however, all the code
and IP is owned by Phonexia. The system is based on stateoftheart techniques for acoustic

h
ttp://kaldiasr.org/
is the hub page, pointing to the Github repository and documentation.
at the Johns Hopkins University summer workshop group “Low Development Cost, High Quality Speech
Recognition
for
New
Languages
and
Domains”
http://www.clsp.jhu.edu/workshops/09workshop/lowdevelopmentcosthighqualityspeechrecognitionforne
wlanguagesanddomains/
9
http://nlp.lsi.upc.edu/freeling/

Freeling home page and demo 
http://nlp.lsi.upc.edu/freeling/demo/demo.php
7
8
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modeling, including discriminative training, neural networkbased features, and speaker and channel
adaptation (see above in section 2.2.1). The ASR is currently available in 5 languages: English
(powerful even with nonnative speakers), Russian, Czech, Levantine Arabic and Mandarin Chinese
and working is ongoing to add more (in BISON and for customers and other projects).
The output is available in 1best transcription (i.e. a file with a timealigned speech transcript), nbest
transcription or confusion network  hypotheses for words at each moment. This format is
recommended for audio function indexing and search.
The software has an SDK: API for C++, C#, and Java; instructions for .Net, Delphi, Python, etc, and
features a command line interface and a REST interface for web and cloudbased operation. Fully
functional trial version of Phonexia ASR is available upon request from 
info@phonexia.com
. The
ASR is the core of several Phonexia’s product lines, notably the Speech Analytics Software SPAS10,
on which BISON integration efforts are building.

2.4.2.

TIDTME Automatic Speech ‘Anonymizer’

An automatic speech anonymizer is being developed by TID and TME and a production version is
being installed in TME servers. The system comprises a seed TID’s DNN based ASR engine which
has been trained on Spanish preBISON data. It is being integrated and tuned to automatically process
original raw recordings in an internal database exclusively managed by TME [Deliverable3.1].
A feature extraction tool based on KALDI software is adapted and configured for extracting HTKlike
feature vectors using log Mel Filter band energies concatenated with fundamental frequency (F0)
features produced by three different estimators. Such parameterization allows to provide a common
framework for sharing and processing speech data between BISON’s partners being no need to deliver
raw audio data, for instance, from TME (data owner) servers to TID (data processor) servers whilst it
preserves as much as possible personal data of being processed by non data holders [Deliverable3.1].
A second linguistic based tool, is composed by the seed ASR system which is used to automatically
transcribe contact center calls in TME database, followed by a NLP based system which applies rules
based on the statistics of the nbest ASR outputs and making also use of confidences scores from
PoStagged structures provided by a Freeling analyser. Many forms are recognized thanks to a suffix
analysis module able to detect diminutive/augmentative suffixed nouns and adjectives, and to a
probabilistic suffixbased guesser of word categories for words not found in the dictionary. It aims to
annotate those speech regions where personal information appears. Initial data collected by TME for
training of Spanish language oriented speech technologies was also manually annotated in TME, by
tagging parts of speech containing personal information such as proper nouns, addresses, ID numbers
and so forth [Deliverable8.2]. It is composed of a total of 20.67 hours of transcribed call center data.
Those excerpts containing personal information and/or business information, such proper names,
company nouns, service and product nouns, etc., amounts for more than 3% of the total speech time
provided in the CC calls. Previous regions labelled as “Personal Data”/”Datos Personales” are planned
to be used in order to assess unsupervised techniques for tuning the initial version of the automatic
speech anonymizer. It potentially could allows to automatically anonymise phone calls together with a
known degree of performance and confidence measure. By doing so, avoiding to provide those speech
regions containing personal data to next speech mining technologies or user mining interfaces. Further
10

http://www.spassolution.com/
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exploration and analysis of such labels is really interesting for assessing both ASR transcripts and
word filtering techniques with respect to performance figures resulting by removing such detected
“Personal Data” regions.
Both applications have being integrated in a TME server which will provide automatic anonymization
ability both of raw audio and transcribed phone calls. In overall, once personal/company data
information is being detected, it is switched, in the original raw recording, by a sinusoid of a constant
frequency, e.g. 100Hz, and finally it is also checked in the transcribed speech (whether any reference
transcription is also provided). Preliminary experiments show the suitability of agreed feature and
parameterization configuration for followed speech mining technologies such as ASR. However, it is
a preliminary stage yet, which means that most of the technologies still need adaptation and tuning to
CC conditions and recently provided data. Thus, further development should be done in order to
automatize and provide enough low detection error tradeoff figures and for assessing their effect on
the performance of speech mining technologies applied after this preprocessing step.

2.5.

Plans for BISON

The goal of ASR development in BISON is to come up with a versatile scheme for training,
adaptation and deployment of ASR in contact centers. It is assumed that the contact centers (CC) are
motivated users, ie., they are willing to participate at the activities leading to creation or improving an
ASR, primarily in data collection and annotation.
The data for ASR will be of different kinds, each having its own specifics and presenting a particular
challenge, as outlined in section 1.3.
Preparation of resources for training of an ASR system 
is a crucial step and will include the
following steps:
● data selection and set definition
. It is necessary to count on two aspects that are usually not
present for standard ASR training:
○ the data can grow gradually. It is very likely that the CC will not be able to provide a
fixed amount of the data and then stop the collection and annotation. On contrary, it is
likely that when a CC sees that such activity helps, they will be willing to collect
more data, especially for new campaigns and/or customers, to better satisfy their
business needs. It is also important to count on selecting evaluation data, probably
from each batch of CC delivered data with an additional level of transcriptions
checks. Note, that we want to evaluate on the CC data, as this is the target one.
○ the data will not always come in the usual form of WAV files. Due to privacy and
ethical issues, we might obtain the data in the form of features (as discussed for
example between BUT, PHO and TID for TME Spanish data, and outlined in
[Deliverable3.1]), or even in the form of sufficient statistics. It is necessary to count
on having SW modules exported to the CCs to perform such operations.
● generating all resources 
needed for training an ASR system
○ the language model training data should be based as much as possible on information
provided from the user  manuals, scripts, description of customers and products, etc.
It is necessary to foresee dynamic changes of LM when new campaigns or products
are introduced. At the end, this processing must be outsourceable to the CC staff.
Rather than training the whole LM, we should think about its adaptation with
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●

appropriately chosen weights, as the amount of target data will be probably very
limited.
○ for the pronunciation dictionary, it is out of question that the CC will provide all
phonetic forms of words. Rather, it will likely be based on the standard data, on
which an automatic grapheme to phoneme (G2P) system will be trained and produce
pronunciations for unseen words. It is however possible to count on a help of the CC
staff entering or checking the most important customeroriented pronunciations
(abbreviations, products, etc).
checking of transcriptions, alignment and generation of missing ones
. For standard (LDC or
ELRA) data, there is not much to do, except for routine checks. For the other (CC provided,
public data), a system generating the alignment needs to be developed based on our own work
on Babel project [Vesely2013ASRU]; the recently run MGB challenge11 can be also very
inspiring. The goal here is to find chunks of reliable transcriptions and include them in the
standard ASR training. For the untranscribed data, such transcriptions will have to be
generated by a seed ASR system and their quality checked with confidence measures such as
Cmax, Minimum Bayes Risk posteriors or perframe lattice posteriors. Note that this can be
an iterative process including ASR system retraining and alignment regeneration.

The 
training of systems 
will take place in several variants, as mentioned earlier in this deliverable:
● training for a stateoftheart GMM/HMM system with all advanced feature extraction
techniques (bottleneck features, RDLT transforms, etc).
● training for a stateoftheart DNN system.
● producing models for current production system of the industrial ASR partners in the project
(PHO and TID).
With all three variants, the standard metrics (especially word error rate, WER) will be generated for
different variants of sets, alignments, LM, pronunciation dictionary, etc. Production models for the
industrial partners will be released with clear versioning, so that they can be used in the project
technology demonstrators, and their other products. Care will be taken so that most of the
training/improving/adaptation steps will be at the end doable by the CC itself, without the need of
daytoday interaction with the development team.

3.

Speaker recognition

Automatic speaker recognition (SRE) is a process of comparing signals produced by the human vocal
tract and answering the question to whom the given signal belongs or simply whether the two signals
were produced by the same individual.Voice can be produced by every individual and is easy to be
captured which makes this technology particularly attractive for CCs.

3.1.

Principles

The basic task of speaker recognition (SRE) is speaker verification  making a decision, for an
enrolled speaker, given an incoming test signal, whether the whether this test signal belongs to the
11

Multigenre Broadcast (MGB) challenge evaluated speech recognition, speaker diarization, and lightly
supervised alignment on BBC data, see 
http://www.mgbchallenge.org/
.
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enrolled speaker or to someone else. This task can then be converted and generalized to speaker
identification (open set or closed set), speaker search, speaker clustering, etc, as it is dictated by the
application scenarios. See Fig. 6 for a general scheme of an SRE system.

Figure 6: General scheme of speaker verification.

3.2.

State of the art

Nowadays typical speaker recognition system is based on the lowdimensional subspace
representation paradigm, known as iVectors in the R&D world or voiceprints in the business speak12
. IVectors are result of an intensive international cooperation [Dehak2011] with strong contribution
of the BUT team that defined the algorithmic approaches to the practical usability of iVectors
[Glembek2011]. A typical iVector extraction scheme is shown in Figure 7.

Figure 7: iVector extraction system.
After voice activity detection, spectral features are extracted from the audio (typically Mel frequency
cepstral coefficients, MFCC), sufficient statistics are extracted by means of Universal Background
Model (UBM) based on a Gaussian Mixture Model (GMM). The iVector extraction follows by
means of a linear projection (so called “T” matrix) and by postprocessing (usually normalization).
Such iVectors are ready for scoring in the speaker recognition system.
The comparison process is depicted in Figure 8. iVectors are extracted from two audio segments
(usually called ‘enrolment’ and ‘test’ although the iVector technology is fully symmetrical) and
processed by a particular scoring technique. Recently, the most common scoring technique is a
probabilistic linear discriminant analysis (PLDA) [Prince2007], where a 
loglikelihood ratio score is
produced. The application then dictates further processing of the score which can be used as a
realnumber standing for recordingtorecording distance (for example for speaker clustering or for
fusion with other identity verification modalities), or it can be thresholded to produce accept/reject
decisions. An important notion is that while the recordings carry the information about the content and

12

We are avoiding the use of “voiceprint” term due to its connotations with the historical ideas of assessing
speaker identity from spectrograms, which never really worked.
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are therefore privacy sensitive, the resulting iVectors do not carry such information (marked by the
brick wall in Figure 8).

Figure 8: Comparison of iVectors in a speaker recognition system.
While the current iVector technology provides relatively good results on data that is close to the
training data (and is commercialized by several vendors including project partner PHO), it is also a
subject to intensive research by many groups, including that of BUT. Among the “hot” topics is the
use of DNNs which are gradually occupying different places of the SRE processing chain like
generating features and producing iVectors [Lei2014, Richardson2015] and it is likely that the
DNNs will witness a similar “boom” in the SRE domain as they did in ASR several years ago.
The dependence on training data is subject to an intensive research on domain adaptation
[Brummer2014], however, most of these techniques rely on shipping the target data to the
development team, which is often difficult or not doable at all because of privacy concerns.

3.2.1.

SRE Results

SRE performance has been tested in series of NIST SRE13. The results are generally presented in the
form of Detection Error Tradeoff (DET) curves for a speaker verification task. In Figure 9, the results
of SRE 2012 on the “easiest” condition (telephone enrollment vs. telephone test scoring, long calls)
are shown. The ABC14 system curve is in green. For convenience, a line is shown for 10% of missed
speakers. For this miss rate, the false alarm rate is very low  between 0.01 and 0.1%.
On contrary, the performance of SRE on much more difficult DARPA RATS signals (only 10s test,
noise, severe channel mismatch) is much worse: for the same metric (10% of miss rate), the
probability of false alarm is between 5 and 8% [Plchot2013].

3.3.

Public software

With the aim to propose standardization of iVector extraction, BUT and PHO have launched the
Voice Biometry Standard (VBS) initiative, in order to
13

National
Institute
of
Standards
and Technology Speaker
http://www.nist.gov/itl/iad/mig/spkrlang.cfm
14
Agnitio (Spain), BUT (Czech Republic) and CRIM (Canada) consortium.
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●

unify and encourage research of technology based on ivectors (speaker comparison, speaker
clustering, techniques for adaptation to new acoustic channels and conditions)
● export/import voice biometry data in standardized format in both commercial and
noncommercial applications
● exchange/storage of voice biometry data in anonymous way
● provide reference software implementation used for verification purposes
The web page 
http://voicebiometry.org/ contains Python code for iVector extraction and scoring, and
documentation. The initiative was officially launched at the 2015 Interspeech conference in Dresden,
and has so far attracted broad support in academia and industry.

Figure 9: SRE system performance on good data.

3.4.

Commercial software

Phonexia licenses the SRE system using Gaussian Mixture Model (GMM) with iVector scoring to
generate small but highly representative vectors, with stateoftheart channel compensation
techniques, with the following applications:
● Creation of a ivector and subsequent search in the incoming stream of speech records
● ivector extraction for future speaker searches
● Detection of usage of several phones by one person
● Voiceasapassword usage
that allow for n:m identification (a group of speakers against a group of voiceprints) or 1:n
identification (one speaker against a group of voiceprints). The technology is language, accent, text,
and channel independent. The results are available as Likelihood ratio and percentage metric
(0100%), filtered results with hard decisions (by threshold, xbest scores, etc.) or a detailed reports
output (scoring, length of speech, file, speaker name, etc.).
Similarly to ASR, the integration can be done with several APIs: SDK is available for C++, C#, and
Java; instructions for .Net, Delphi, Python, etc., command line interface, REST interface and
Graphical user interface (GUI) for evaluation. A fully functional trial version can be downloaded from
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http://phonexia.com/download/
. Similarly to ASR, Phonexia SRE technology is integrated in the
SPAS system.

3.5.

Plans for BISON

Similarly to ASR, the SRE R&D in BISON will concentrated on making use of existing iVector
technology for setting schemes for transfer of anonymized speech data from the user to the developers
without the possibility to have the audio data reconstructed, in order to produce better adapted
systems. This also includes automatic evaluation of SRE on large datasets gathered from both CCs
and the public domain. During the lifetime of BISON, we also plan to promote the Voice Biometry
Standard initiative, that has the potential to link commercial and Government users of the SRE
technology without compromising content of the spoken data. From the research perspective, we will
concentrate on recent proposal of DNN deployment in SRE, diarization, incremental speaker
verification and speaker change detection.

4.
4.1.

Language recognition
Principles

The task for language recognition (LRE) is straightforward  for incoming speech segments,
determine, which of languages is spoken in it (or report that none of them is spoken). The techniques
for language recognition broadly fall into two approaches: parallel phone recognition language
modelling (PPRLM) and acoustic feature space modelling  see Figure 10.

Figure 10: Language recognition principles
In 
PPRLM
, speech is first tokenized by one or several phone recognizers. On the top of the resulting
phone strings or lattices, phonotactic models15 are trained on data from training languages. When a
test utterance is processed, first, it is tokenized by the same tokenizer(s) and the results are scored
with phonotactic models. Acoustic modeling makes things even simpler  speech is converted into
features that are directly scored by acoustic models. Acoustic modeling approaches have benefited the
most from parallel work in speaker recognition, where the baseline Universal Background
ModelGaussian Mixture Model (UBMGMM) approach was subsequently augmented with Support
15

Phonotactic model is a common term for a language model operating not with words (as usual in ASR) but
with phones.
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Vector Machine (SVM) sequence kernels, supervector SVMs, Joint Factor Analysis and finally
iVector extractors. [Matejka2009] and [Li2013] provide excellent reference reading on LRE.

4.2.

State of the art

The usual stateoftheart LRE system is shown in Figure 11. After feature extraction, a large GMM
(Universal Background model  UBM) – performs collection of sufficient statistics – a vector of
several thousands of parameters per utterance of fixed size. Then, it is projected to an iVector in the
same way as iVector for SRE are created. Finally, the iVectors are classified (scored). Different
classifiers can be trained on top of iVectors. Usually a multiclass logistic linear regression
[Brummer2012] or linear Gaussian classifier [Cumani2015] is used and the score is then calibrated
usually by means of multiclass logistic regression.

Figure 11: Language recognition system.
In the recent years, LRE has seen advances that are (similarly to ASR and SRE) mostly related to the
learning and generalization capabilities of DNNs. As features, phone loglikelihood ratios
[Plchot2014] are nowadays used to bridge the gap between phonotactic and acoustic systems. Being
continuous and defined for every speech frame, they make it possible to use the iVector machinery
for their representation and scoring. The DNNs have also been successfully tested for scoring
[Lopez2014]. Recently, the bottleneck feature, defined first for ASR [Grezl2009] have also been
successfully used for LRE [Fer2015].

4.2.1.

LRE Results

Similarly to SRE, language recognition systems have been evaluated in series of NIST evaluations16 .
The results of the 2009 one are shown in Figure 12  similarly to SRE, language recognition is
evaluated in the detection mode and the results are shown as DET curves. For detecting a language
among 23 language, the equal error rate (EER, the point where the miss rate is the same as the false
alarm rate) is 
between 1 and 2%
. On contrary, for the challenging data from DARPA RATS
language recognition evaluation taking place in 2014 [Matejka2014], the EER starts at approximately
1.5% 
for segments of 30 seconds and goes worse with shorter test utterances. We have to remember
that in the case of DARPA RATS LRE, the large channel mismatch and high level of additive and
convolutive noise were the main issues for the LRE systems. Even if the number of target languages

16

http://www.nist.gov/itl/iad/mig/spkrlang.cfm
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in the DARPA RATS evaluations was only five, the results were worse compared to the NIST LREs,
which is understandable given the much more difficult training and test data.

Figure 12: Language recognition performance.

4.3.

Public software

BUT has a public demonstrator of LRE17 that is however quite outdated  it is based on plain old
phonotactic approach and supports only a limited number of languages18. There is however a
possibility to use iVector extractor provided at 
http://voicebiometry.org/ and train a backend based
on any of the available machine learning techniques such as multiclass linear logistic regression or
linear Gaussian classifier. The algorithms for training the backend are already implemented in BUT
research repository and ready to be deployed for any system. Some of the algorithms can be already
obtained as free software from Niko Brummer’s toolkit for Albayzin 2012 Language Recognition
Evaluation19 .

4.4.

Commercial software

Phonexia’s LRE is its commercially most successful technology. It is based on iVectors and MLR
scoring and comes pretrained with more than 60 languages20. It also offers (which is quite unique in
the commercial world) a possibility for a user to add his/her own language or dialect  min. 10 hours


h
ttp://speech.fit.vutbr.cz/liddemo/
Arabic, English, Farsi, French, German, Hindu, Japanese, Korean, Mandarin, Spanish, Tamil, Vietnamese,
Czech, Polish and Russian
19
https://sites.google.com/site/albayzin2012lre/
20
Afan_Oromo, Albanian, Amharic, Arabic_Iraqi, Arabic_Levant, Arabic_MSA, Azerbaijani, Bangla_Bengali,
Bosnian, Burmese, Chinese_Cantonese, Chinese_Mandarin, Creole, Croatian, Czech, Dari, English_American,
English_British, Farsi, French, Georgian, German, Greek, Hausa, Hebrew, Hindi, Indonesian, Italian, Japanese,
Khmer, Kirundi_Kinyarwanda, Korean, Lao, Macedonian, Ndebele, Pashto, Polish, Portuguese, Russian,
Serbian, Shona, Slovak, Somali, Spanish, Swahili, Tamil, Thai, Tibetan, Tigrigna, Turkish, Ukrainian, Urdu,
Uzbek, and Vietnamese.
17
18
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of speech records are needed and 20 hours recommended. Phonexia can also provide new language
implementation as a service.
The output of the system is a log file or a file with scores of all languages, speech files can be moved
to a languagespecific directory, or scoring to likelihoodratio and/or percentage metric (0100%) can
be performed.
Similarly to other Phonexia’s technologies, the system can be integrated using an SDK, where API for
C++, C#, and Java, .Net, Delphi, Python, etc. are ready, using a command line interface, or a REST
interface. Graphical user interface (GUI) is provided for evaluation. A fully functional trial version
can be downloaded from 
http://phonexia.com/download/
. Phonexia LRE technology is also integrated
in the SPAS system.

4.5.

Plans for BISON

LRE is a relatively mature and well established technology, but during BISON, we will further work
on its improving, mainly including the DNNs at various levels to the mainstream processing. Also, as
new BISON datasets are created (for example, Luxembourgish is not among the supported
languages nowadays), they will be added to the production LRE system. On data gathered from public
sources, this will be much easier than using them for ASR training, as for LRE, no text transcription is
needed.
An important effort will be in 
language diarization 
(segmenting utterances where the speaker speaks
more than one language, which is very frequent in nowadays Europe) that will have to come
handinhand with ASR supporting codeswitching.

5.
5.1.

Supporting technologies
Voice activity detection

Although mostly “invisible” in speech data mining and often considered not enough “sexy” from the
research point of view, voice activity detection (VAD) is absolutely crucial for proper functioning of
all following technologies. BUT has done an extensive VAD development, thanks partially to the
DARPA RATS program, where VAD and its evaluation are an independent track. We currently
dispose of a quality VAD based on DNNs trained on data from clean and noisy conditions, that
provided excellent performance on the RATS data [Ng2012] and that will be used for BISON.
A reliable VAD is also the basic preprocessing block of all Phonexia speech mining technologies.

5.2.

Gender identification

In a speaker profiling is needed and we do not dispose of a model for enrolled speaker, the gender
identification (GID) can provide at least some information necessary. GID is usually based on
Gaussian Mixture models (GMMs) and of all technologies, provides unprecedented accuracy.
TID's laboratory gender classification system is based on Support Vector Machine (SVM) model
trained on the Gaussians’ means of a GMM model obtained from MAPadapting a Universal
Background Model (UBM) to the data. The whole system is very similar to the one proposed in
[Bocklet2008] with a more detailed description published in [Llimona2015]. Standard MFCCs
augmented with deltas and doubledeltas are modelled using adapted UBMGMM models estimated
for each speaker using Maximum A Posteriori (MAP) technique. The means of GMMs components
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are stacked together in a vector which is commonly known as GMM supervector, by doing so
mapping the utterances of a speaker to a single fixeddimension feature vector. Finally, these
supervectors are fed to a Support Vector Machine (SVM) classifier. TID gender classifier results on
preBISON data are around 
99% accuracy on 50 manually annotated CC conversations and 
94.38
%
gender detection accuracy on a subset of the Fisher Spanish Speech corpus [Llimona2015]. BUT and
PHO also obtain similar accuracies, even on difficult data.
Phonexia has a reliable production GID available either as a standalone technology, available from
the usual download page, including the integration in software suites, such as SPAS. See the standard
download page 
http://phonexia.com/download/
for whitepaper and trial version.

5.3.

Emotion recognition

In the recent years, there has been a wealth of research done in speech paralinguistics [Schuller2013]
which includes the recognition of emotional status, cognitive/physical load, etc. BUT has a track in
paralinguistic information recognition including excellent positions in Interspeech 2009 Emotion
Challenge [Kockmann2009] and Interspeech 2010 Paralinguistic Challenge [Kockman2010]. We have
also successfully participated in the AVEC challenge21 organized by SSPNET  A European network
of excellence in social signal processing [Popkova2016].
The CC partners in BISON are very interested in mining this data from the CC voice traffic. However,
in BISON, we adopt a rather careful approach as the emotion detection is extremely
languagedependent and we the speech data mining team does not want to rise too high and unrealistic
expectations. We will however closely follow the work of the concurrent MixedEmotions European
project22 in which both Phonexia and BUT are partners. In case the results seem useable, they will be
immediately adopted and used in BISON.

6.

Conclusions

The D4.1 deliverable provided an overview of speech data mining technology available at the
project’s partners. For speaker recognition and language recognition, we plan improvements of the
existing technology that will run concurrently with other projects and both SRE and LRE will be
adapted for BISON scenarios. In ASR, the amount of work to be done is significantly higher, as
mining content is the primary concern of CCs. BISON R&D in this area will include
● producing ASR engines for new languages immediately answering CC needs
● work on strategies making use of other languages’ resources for rapid development of ASR
for the target language
● developing guidelines and strategies for CC users to produce data and annotations helping to
improve the quality of ASR
● work on tools and approaches allowing to use publicly available data.
● adopting and developing strategies for work with vaguely transcribed data or not at all
transcribed data.

21
22


h
ttp://sspnet.eu/avec2015/
http://mixedemotionsproject.eu/
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Many of these issues run are not specific to BISON and we will build on know how and use the
synergies with other projects, mainly with the IARPAsponsored BABEL initiative, in which BUT
participates as a member of the Babelon team.
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